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   The Essentials

Document capture – digitally converting the 

information on a page to machine-readable 

data – has been around in one form or another 

for over 100 years. Achieved through optical 

character recognition (OCR), document 

capture traditionally has relied on specific, 

ideal conditions. But in the past several years, 

boosted by artificial intelligence and machine 

learning, OCR techniques have improved to be 

able to not just recognize characters, but also 

read text, understand it, place it into context, 

and subsequently trigger work activities. 

These cognitive capture technologies, as we 

call them, are spawning new markets beyond 

traditional document capture. 

This Brief provides background on the 

evolution of document capture from traditional 

to cognitive capture, explores the case for 

cognitive capture meeting ever-evolving needs, 

and outlines new market opportunities. A 

subsequent Brief will cover cognitive capture’s 

underlying technology.

Document Capture: 
Background

Document capture was first made possible 

by the arrival of optical character recognition 

techniques in the early 1900s. In the simplest 

of terms, OCR is a technology that detects 

characters on a page – human-readable text 

– and translates them into machine-readable 

data. The technology is very useful and is, in 

fact, ubiquitous in scanners and devices used 

in virtually every sector, from general business 

offices to legal, healthcare, and government.

Traditionally, OCR worked based on careful 

manual configuration to understand the 

curves and shapes on a page. Rudimentary 

machine learning was used to help the system 

make best guesses in certain cases, such as 

determining whether a character was a C or 

an O, for example. In effect, OCR was, and 

remains, the Rosetta Stone of external data 

ingestion and analysis, and the technology is 

widely used around the world. 

OCR has been around for such a long time 

that it is often perceived as a “solved problem.” 

But traditional OCR systems rely on optimal 

conditions such as clean typed text, black 

fonts on white backgrounds, consistent 

layouts, and the lighting and perspective 

corrections provided by a flatbed scanner.  

To capture in such ideal conditions, documents 
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will likely be amassed, sorted, and batched 

before scanning. This means that much, if 

not most, document capture is undertaken 

after an active event rather than at the time of 

the event. This temporal element is a critical 

factor in the drive to achieve “mobile” capture, 

technology that can acquire text in real time 

and in situ. More modern approaches to OCR 

can automatically adjust for lighting, contrast, 

perspective, colors, and grain; they can read 

grainy text within a section of a photograph, 

or the model number of a tire (dirty embossed 

black text on a black background). In short, 

traditional OCR, the cornerstone of document 

capture, has itself come a long way over the 

past several years. At Deep Analysis, we use 

the term ″cognitive capture″ for some of these 

modern capture techniques. 

Cognitive capture techniques and tools utilize 

artificial intelligence (AI) and do much more 

than recognize characters (though they do that 

exceptionally well). Cognitive capture can read 

the text, understand it, place it into context, 

and subsequently trigger work activities 

based on its knowledge and understanding of 

the text’s meaning, location, and relevance. 

In short, cognitive capture does much more 

than recognize text characters, and as such, 

it is opening up multiple new information 

management markets, methods, and 

opportunities. 

Traditional Document Capture 
vs. Cognitive Capture
Document capture is synonymous with multi-

function printers (MFPs), flatbed scanners, 

and OCR. A visit to any document capture 

department, digital mailroom, or bureau facility 

will invariably reveal a room full of people 

removing staples from documents, sorting 

multiple documents into batches, feeding 

documents through scanning devices, then 

manually/visually checking the output on a PC. 

Figure 1  
Traditional Document Capture

A Brief History of Document Capture

The idea of capturing the information on a document page 

and digitally converting it dates back to 1914. Early attempts 

at optical character recognition (OCR) involved telegraphy 

and reading devices for the visually impaired: Emanuel 

Goldberg developed a machine that read characters and 

converted them into standard telegraph code, and at 

the same time, Edmund Fournier d’Albe developed the 

optophone, a handheld scanner that produced tones 

corresponding to specific letters or characters when moved 

across a printed page. It was not until the late 1960s and 

1970s, through the efforts of Kurzweil Computer Products, 

Inc. and Compuscan, that we saw the introduction of 

omnifont OCR, which could recognize text printed in 

virtually any font.

Convert

Index & 
Search

Categorize

Store
Document  

Capture

mailto:info%40deep-analysis.net?subject=


3The Dawn of Cognitive Capture © 2021 | info@deep-analysis.netDeep Analysis

Very little has changed in these facilities in over 

20 years, and five or 10 years from now many 

of them will no doubt still exist unchanged. In 

most cases, these facilities do nothing more 

than create a fixed image of the document 

(typically a TIFF or PDF) and use OCR software 

to read and extract characters and text from 

the document for indexing purposes. Primarily, 

document capture provides the ability to 

convert a human-readable document into one 

that is machine-readable; it also provides the 

ability to capture, store, categorize, and index  

a document.

There are a vast number of such scan facilities 

running in the public and private sectors 

globally. The underlying work of building and 

providing the necessary technology is big 

business; though estimates vary widely, some 

put this technology market anywhere between 

$3 billion and $5 billion, and it continues to 

grow. The market has changed little over the 

years, resulting in relatively small external 

interest in this sector. Furthermore, we don’t 

see this situation changing significantly over 

the next few years; what we do see, however, 

are new markets emerging alongside it for 

cognitive capture.

Though traditional technologies and activities 

continue to dominate the document capture 

market, things are changing via the use of 

machine learning (ML) and AI. The unrelenting 

growth in the volume, diversity, and structural 

complexity of documents demands new 

approaches, and cognitive capture can meet 

these ever-evolving needs. The concepts 

behind cognitive capture are much wider 

than traditional document capture; rather 

than a standalone solution, cognitive capture 

is the starting point for, among other things, 

generating and managing clean and accurate 

data in extended machine learning and 

intelligent automation business processes.

Figure 2  
Cognitive Capture

What’s in a Name?

Throughout this report we use the terms “traditional 

capture” and “cognitive capture” to differentiate between 

older and newer approaches and technologies. While 

“traditional capture” is universally used for the former, 

other firms use terms such as capture 2.0, intelligent 

document processing, and next generation capture to 

describe the latter. We see these terms as interchangeable 

as they all address the same topic. We opted for the term 

“cognitive capture” simply because it sounds cool and ably 

expresses the intelligence, albeit artificial, that is inherent 

in these newer approaches. You should feel free to use 

whatever terminology you prefer.
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Comparing the steps 

Though not prescriptive, and not always 

undertaken in this particular order, traditional 

document capture involves a series of steps as 

illustrated in Figure 3:

 Input – Initiate document processing using 

various methods 

 Classify – Identify different document types 

 Recognize – Detect document attributes 

and textual payload 

 Extract – Locate and extract the required 

structured data

 Verify – Authenticate the extracted data to 

ensure accuracy

 Output – Pass the document image 

and associated structured data to other 

applications

Once a digital document is input into the 

capture workflow, it needs to be classified 

and essential elements within it need to be 

recognized. Data has to be extracted and its 

veracity verified before it is finally output to a 

business application or activity.

On the surface, these steps may appear simple; 

in reality, they depend on complex and multiple 

layers of data analysis. 

Cognitive capture has advantages over 

traditional document capture techniques in 

four key areas:

 Bundles and automates many of these 

functions within a single system

 Adapts to change and improves through 

learning from errors

 Requires minimal manual intervention

 Integrates much more fluidly and powerfully 

with extending business process activities

Figure  3  
The Traditional Capture Process

Figure 4

Three Steps of Cognitive Capture
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In fact, the steps involved in cognitive capture 

are compressed and significantly different from 

traditional capture, as seen in Figure 4.

Cognitive capture technologies understand 

what a document contains as well as 

its context, relevance, and value. That 

understanding and the associated data are 

made available in a fully contextualized form 

for immediate integration with business 

processes and applications. Following is a close 

look at these new steps.
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Step 1: Acquire 

The first step is to acquire the data. While this 

is also the first step in traditional approaches, 

the technology differs significantly in 

cognitive capture: namely, computer vision 

and deep learning AI algorithmic techniques. 

Computer vision can perform the same 

work as traditional OCR but typically does it 

far more accurately (assuming it is trained 

correctly). Computer vision not only detects 

characters in a document, but it can also 

detect structure, clean and optimize the 

image, and internally verify the accuracy of 

the capture process. As deep learning is a 

form of a neural network, it will learn from 

its mistakes, either automatically or guided 

by a human in the loop (HITL), increasing its 

accuracy rate over time. Most commercially 

available computer vision services that are 

optimized for OCR, such as Google Tesseract 

or Amazon Textract, are pre-trained and offer a 

high level of accuracy out of the box. Like any 

AI system, more training is required to optimize 

it to your specific requirements. Even so, most 

computer vision approaches to OCR are equal 

to traditional OCR technologies from the start 

and improve quickly to surpass them in terms 

of accuracy, dramatically reducing the need for 

human intervention for validation and quality 

assurance.

Step 2: Understand 

Cognitive capture is different from traditional 

document capture not just in terms of accuracy 

and lowering costs but also scope and scale. 

Cognitive capture uses a wide variety of AI 

models, from deep learning and computer 

vison, to more regular methods such as natural 

language processing (NLP), to various forms 

of ML, in order to separate, extract, classify, 

cluster, and ultimately understand the form 

structure and human language. As a result, a 

well-configured cognitive capture system can 

automatically classify and extract relevant 

data without having to manually create rules or 

define layout-based templates. Furthermore, 

if the document’s form changes over time, 

the intelligence embedded in the technology 

adjusts to those changes automatically. To put 

it another way, traditional document capture 

is fixed, configured for a particular purpose 

and environment. Over time, as changes occur, 

it will become obsolete and require that rule 

changes and new templates be built and the 

underlying system be reconfigured.

Cognitive capture goes far beyond capturing 

and digitizing documents; it can deal with, 

read, and interpret text-rich documents 

such as contracts or correspondence. It can 

also efficiently extract critical data such as a 

contract date, invoice amounts, and addresses, 

wherever they are located and in whatever 

format they are written. It can go further and 

interpret the meaning of a clause in a contract 

or the importance of a phrase or paragraph. In 

other words, cognitive capture “understands” 

and learns from the documents it acquires and 

processes, so people don’t have to do this work 

manually.

Cognitive capture technologies understand what a document  
contains as well as its context, relevance, and value. 
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Step 3: Integrate 

Integration of data into another system is 

standard practice, but in traditional capture, 

this is little more than data transfer. Cognitive 

capture offers the potential and ability for the 

data to be much more richly integrated, provide 

context, filter out irrelevant data, and trigger 

workflows.

In summary, traditional document capture 

focuses on the digitization of data within 

documents. Cognitive capture focuses on the 

interpretation and understanding of the content 

within documents. 

Cognitive Capture’s  
New Markets

Cognitive capture technologies are spawning 

new markets beyond traditional document 

capture. We categorize these emerging 

markets into four groups.  

Character recognition

Capture is not limited to text characters on 

a page; many more symbols and characters 

can also trigger work activities. These include 

reading an energy meter, a road sign, a bar 

code/Q code, or a car’s VIN. Furthermore, 

characters may live within other images on 

physical objects. The means of capturing 

such diverse characters can range from a 

mobile phone app to embedded functionality 

in an autonomous car or drone. Indeed, the 

possibilities are seemingly endless and are now 

beginning to be explored in earnest.

Characters, be they specific shapes, numbers, 

or text, are a means of communication – 

they are all symbols that represent or stand 

for something else. Once captured and 

understood, they provide valuable input to 

trigger or resolve business process activities, 

from applying the brakes on an autonomous 

vehicle to charging a customer for energy 

usage. 

Cognitive capture systems are able to 

understand and interpret symbols and non-text 

characters in addition to text characters.  

AI data creation

AI & ML are dependent on accurate, relevant, 

and timely data. Most AI projects fail today, 

and the reason is seldom an inadequacy or 

flaws in the underlying technology; typically, 

they fail because of the inability to provide 

the AI system with the data it requires. One of 

the promises of cognitive capture, if not the 

major one, is capturing and creating high-

quality data for AI & ML systems to feed upon. 

The key factor here is “high-quality data,” as 

a cognitive capture system does not simply 

amass data. It cleans, sorts, and pre-processes 

data feeds from the point of capture to handoff. 

Consider, for example, an AI system used by 

a law firm to analyze contracts. It will need 

to ensure that any data hitting the system is 

relevant, accurate, and in many cases pre-

processed to meet regulatory or privacy 

requirements. It may also require that specific 

elements of the contract are identified and 

extracted for processing, rather than simply 

ingesting the entire contract. To be clear, it is a 

misconception that AI systems require massive 

amounts of data. Most enterprise AI systems 

need only limited data, but it must be highly 

relevant, curated, and accurate. This kind of 

data can be generated and curated by cognitive 

capture systems.

The success of AI & ML depends on the quality 

of data ingested; cognitive capture systems 

generate extremely high-quality data. 
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Business processing

All organizations want to optimize their 

business processes; some use traditional 

workflow systems, others more modern 

digital process automation systems. Most, 

however, still rely on a great deal of human 

intervention to operate effectively. For example, 

over the past few years, the use of robotic 

process automation (RPA) has exploded 

onto the market. RPA tools emulate human 

activities, such as inputting data to a screen. 

RPA systems come in two basic flavors, 

programmable and AI-driven. The most 

common are programmable RPA systems 

that undertake a task based on a set of strict 

rules. For these systems to have any chance 

of success, the task needs to be repetitive 

and run the same way every time. Even with 

AI-driven RPA systems, there is little room for 

variance. The point is, the data they access and 

the tasks they automate rely on (once again) 

accurate, repeatable, and relevant data – the 

kind of data that cognitive capture systems 

can curate and generate. Virtually all RPA 

technology vendors have third-party, or their 

own, document capture technology. Similarly, 

almost all document capture vendors provide 

RPA capabilities alone or through partnerships. 

Cognitive capture holds great promise here.

RPA tools are powerful but limited, and any 

variance in an activity can cause problems. 

Cognitive capture systems can pre-curate and 

verify data to ensure consistency. 

Document capture in more 
progressive facilities

This report does not aim to devalue the role of 

traditional document capture, which has and 

likely always will have a valuable role to play in 

capturing, indexing, and storing. In addition, the 

optimized environment of a scanning bureau 

is the ideal situation for the bulk capture of 

documents. That being said, more progressive 

outsourced facilities alongside in-house 

capture departments will benefit from some 

use of cognitive capture if only to speed up the 

process, increase accuracy, and reduce costs.

Traditional document capture activities still have 

a role, but some will want to embrace cognitive 

capture to gain efficiencies and competitive 

advantages.

Traditional document capture activities still have a role,  
but some will want to embrace cognitive capture to gain efficiencies 
and competitive advantages.
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 Call to Action
Cognitive capture systems can read, 

understand, and process the messages 

contained within the captured characters. In a 

further report, we will explore the underlying 

technology that cognitive capture utilizes. 

Here, suffice it to say that this is not merely 

an upgrade or improvement on traditional 

document capture technology. Though much 

of the terminology established over the years 

remains in use (such as OCR), cognitive 

capture is a fundamental and radical technical 

departure from traditional techniques.

As of today, cognitive capture technologies 

are widely available in the market, but despite 

some exceptions to prove the rule, they are 

most often targeted to improve traditional 

document capture situations. Deep Analysis 

believes this is a mistake, and that cognitive 

capture technologies, though emerging 

from the same root base, have more useful 

applications to explore beyond traditional 

document capture.

Methodology

Though this report may be of interest to anyone 

working with text capture technologies, it is 

written with the perspective of technology 

vendors and system integrators in mind. The 

research and grounding of the report contents 

come from interviews with technology vendors 

and implementors in North America and 

Europe. We also undertook an extensive review 

of extant source materials from vendors, 

analysts, and consulting firms.
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